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Why is AI security important?

Why is it fun to learn this? 
(Hint: through hacking it)

AI hacking community



https://star-history.com/#Significant-
Gravitas/AutoGPT&huggingface/transformers&torvalds/linux&Date

AI adoption is growing fast

https://www.forbes.com/advisor/business/ai-statistics/#sources_section

https://star-history.com/
https://star-history.com/
https://www.forbes.com/advisor/business/ai-statistics/


https://www.toucantoco.com/en/blog/what-a-modern-data-stack-looks-like-in-2023
https://star-history.com/#Significant-Gravitas/AutoGPT&huggingface/transformers&torvalds/linux&Date

(Generative) AI is early-stage technology

àRapid evolution of new tools 
and platforms

àIncreased complexity:
Abstraction layers
Probabilistic nature of AI

https://www.toucantoco.com/en/blog/what-a-modern-data-stack-looks-like-in-2023

https://www.toucantoco.com/en/blog/what-a-modern-data-stack-looks-like-in-2023
https://star-history.com/
https://www.toucantoco.com/en/blog/what-a-modern-data-stack-looks-like-in-2023


With fast adoption and increased complexity comes risk

https://www.weforum.org/agenda/2024/01/to-truly-harness-ai-we-must-
close-the-ai-skills-gap/

https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-
state-of-ai-in-2023-generative-ais-breakout-year

https://www.weforum.org/agenda/2024/01/to-truly-harness-ai-we-must-close-the-ai-skills-gap/
https://www.weforum.org/agenda/2024/01/to-truly-harness-ai-we-must-close-the-ai-skills-gap/
https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai-in-2023-generative-ais-breakout-year
https://www.mckinsey.com/capabilities/quantumblack/our-insights/the-state-of-ai-in-2023-generative-ais-breakout-year


Chatbot example

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/ ATTACKER

2. Chatbot shares 
sensitive data

1. Attacker injects 
adversarial input

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/


LLM 01 Prompt Injection Attacks

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/ ATTACKER

2. Chatbot shares 
sensitive data

1. Attacker injects 
adversarial input

• Overcoming ethical barriers of LLMs 
• Leak sensitive / valuable data

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/


“… our attack (Greedy Coordinate Gradient) finds such universal and transferable prompts by 
optimizing against multiple smaller open-source LLMs for multiple harmful behaviors.” 

LLM 01: Prompt Injection Attacks

https://llm-attacks.org

https://llm-attacks.org/


LLM 01: Prompt Injection Attacks / LLM 06: Sensitive Information Disclosure

https://not-just-memorization.github.io/extracting-training-data-from-chatgpt.html

https://not-just-memorization.github.io/extracting-training-data-from-chatgpt.html


LLM 01: Prompt Injection Attacks / LLM 06: Sensitive Information Disclosure
CTF Example: Gandalf by Lakera

https://gandalf.lakera.ai https://huggingface.co/datasets/Lakera/gandalf_summarization
https://huggingface.co/datasets/Lakera/gandalf_ignore_instructions

9M interactions from over 
200k users after 20 days

https://gandalf.lakera.ai/
https://huggingface.co/datasets/Lakera/gandalf_summarization
https://huggingface.co/datasets/Lakera/gandalf_ignore_instructions


LLM 03 Training Data Poisoning
LLM 05 Supply Chain Attack

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/

ATTACKER

Uploads 
poisoned model

Chatbot answers 
with misinformation

POISENED 
CHATBOT

• Spreading misinformation through LLMs
• Compromise ethical behaviour of model
• Degrade model performance
• Even: Downstream exploitation

”Sure, find us at 
support@banck.com”

”How can I contact 
your support?”

https://blog.mithrilsecurity.io/attacks-on-ai-models-prompt-injection-vs-supply-chain-poisoning/
mailto:support@bank_.com


LLM 03: Training Data Poisoning

https://stanford-cs324.github.io/winter2022/assets/pdfs/Privacy%20pdf.pdf
https://arxiv.org/abs/1708.06733
https://arxiv.org/pdf/1712.05526.pdf

Goal: Attack any image with a “trigger”
Allows attackers to get desired predictions

Goal: Attack specific images
Attacker can degrade performance

TriggerlessWith Trigger

https://stanford-cs324.github.io/winter2022/assets/pdfs/Privacy%20pdf.pdf
https://arxiv.org/abs/1708.06733
https://arxiv.org/pdf/1712.05526.pdf


LLM 03: Training Data Poisoning – Image datasets

Poisoning Web-Scale Training Datasets - Nicholas Carlini | Stanford MLSys #75
https://arxiv.org/pdf/2302.10149.pdf

LAION dataset

“By poisoning just 0.01% of a dataset (e.g., just 300 
images of the 3 million-example Conceptual Captions 
dataset), we can cause the model to misclassify test 
images by overlaying a small patch.” 
https://arxiv.org/pdf/2106.09667.pdf

https://www.youtube.com/live/h9jf1ikcGyk?si=UpCOL6D84gzZut8n
https://arxiv.org/pdf/2302.10149.pdf
https://arxiv.org/pdf/2106.09667.pdf


LLM 03: Training Data Poisoning – Wikipedia dataset

https://arxiv.org/pdf/2302.10149.pdf Poisoning Web-Scale Training Datasets -
Nicholas Carlini | Stanford MLSys #75

GPT 3: Wikipedia is part of the training data, weighted so it’s seen 3.4 times during 
training, while other datasets are seen less than once.
Language Models are Few-Shot Learners (gpt3 paper)

Obtaining the full contents of Wikipedia for reuse presents challenges, since direct cloning 
via a web crawler is discouraged.[W 110] Wikipedia publishes "dumps" of its contents, ... 
https://en.wikipedia.org/wiki/Wikipedia

Edit NOT in particular snapshot

Edit in particular snapshot

When to poisen any given article?When does a snapshot start?

Snapshots turn 
temporary vandalism 
into permanent part 
of the record

We can poison >5% 
of English Wikipedia

https://dumps.wikimedia.org/backup-index.html

https://arxiv.org/pdf/2302.10149.pdf
https://www.youtube.com/live/h9jf1ikcGyk?si=UpCOL6D84gzZut8n
https://www.youtube.com/live/h9jf1ikcGyk?si=UpCOL6D84gzZut8n
https://arxiv.org/pdf/2005.14165.pdf
https://en.wikipedia.org/wiki/Web_crawler
https://en.wikipedia.org/wiki/Wikipedia?wprov=srpw1_0
https://en.wikipedia.org/wiki/Wikipedia:Database_download
https://en.wikipedia.org/wiki/Wikipedia
https://www.youtube.com/live/h9jf1ikcGyk?si=UpCOL6D84gzZut8n


Controls: Model Scanning Tools

LLM 05: Supply Chain Vulnerabilities - Attacks through ML model exploits

https://huggingface.co/docs/safetensors/index
https://huggingface.co/blog/safetensors-security-audit

https://github.com/trailofbits/publications/blob/master/reviews/2023-
03-eleutherai-huggingface-safetensors-securityreview.pdf

Use .safetensors file format (not .bin)

Use vetted and verified model & data 
stores

Models and datasets are scanned and reviewed, 
before made available for AI developers

https://github.com/protectai/modelscan/tree/main

e.g. https://neptune.ai/blog/ml-model-registry

Supply chain management
Scanning of open-source libraries 
3rd party SP review

• Poisoned model
• Polyglot files
• Malicious models

https://huggingface.co/docs/safetensors/index
https://huggingface.co/blog/safetensors-security-audit
https://github.com/trailofbits/publications/blob/master/reviews/2023-03-eleutherai-huggingface-safetensors-securityreview.pdf
https://github.com/trailofbits/publications/blob/master/reviews/2023-03-eleutherai-huggingface-safetensors-securityreview.pdf
https://github.com/protectai/modelscan/tree/m
https://github.com/protectai/modelscan/tree/main
https://neptune.ai/blog/ml-model-registry


OWASP Top 10

https://owasp.org/www-project-top-10-for-large-language-model-applications/
https://owasp.org/www-project-machine-learning-security-top-10/

Top 10 for LLM Apps
Top 10 for ML
Top 10 for …

https://owasp.org/www-project-machine-learning-security-top-10/
https://owasp.org/www-project-machine-learning-security-top-10/


AI hacking community

AI CTF challenges

Review and participate in 
AI Capture The Flag 
challenges

Learn Cybersecurity for 
AI applications

Share, discuss, rewiew 
frameworks, research and 
techniques

AI Red & Blue Teaming

Apply expertise in real-
world AI projects

Intermediate skills Python
Intermediate skills Machine Learning

https://chat.opencampus.s
h/opencampus/channels/a
i-hacking-and-security

https://chat.opencampus.sh/opencampus/channels/ai-hacking-and-security
https://chat.opencampus.sh/opencampus/channels/ai-hacking-and-security
https://chat.opencampus.sh/opencampus/channels/ai-hacking-and-security

